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• Autonomous agents
• Multiagent systems
• Machine learning
• Robotics
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Autonomous Intelligent Agents

• They must sense their environment.
• They must decide what action to take (“think”).
• They must act in their environment.

Complete Intelligent Agents

• Interact with other agents (Multiagent systems)
• Improve performance from experience (Learning agents)

Autonomous Bidding, Cognitive Systems,
Robot Soccer, Traffic management
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BE a learning agent

• You, as a group, act as a learning agent

• Actions: Wave, Stand, Clap

• Observations: colors, reward

• Goal: Find an optimal policy

− Way of selecting actions that gets you the most reward
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How did you do it?
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How did you do it?

• What is your policy?

• What does the world look like?
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Knowns:
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Formalizing What Just Happened
Knowns:
• O = {Blue, Red, Green, Black, . . .}
• Rewards in IR
• A = {Wave, Clap, Stand}

o0, a0, r0, o1, a1, r1, o2, . . .

Unknowns:
• S = 4x3 grid
• R : S ×A 7→ IR
• P = S 7→ O
• T : S ×A 7→ S

oi = P(si) si = T (si−1, ai−1) ri = R(si, ai)
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Reinforcement Learning

• Algorithms to select actions in such problems

• Q-learning: provably converges to the optimal policy

− Proof: contraction mappings and fixed point theorem
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A harder problem

• You had 3 actions and saw one of 10 colors

• What if you had to control 12 joints . . .

• . . . and saw something like this 30 times per second?
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Several Different Leagues
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RoboCup Soccer
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The Early Years
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